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Abstract—In the EU project MARE, a novel plane was proposed,
and used in combination with intent-based networking (IBN),
allowing the operator to focus on what, rather than on how.
Recently, large language models (LLMs) have been successfully
employed to translate the high-level intents into low-level actions.
The open challenge is to understand how IBN can be effectively
enhanced with LLMs and the emerging agentic Al for security
purposes. Enhancing IBN with an agentic AI paradigm introduces
significant challenges that existing solutions do not fully address.
This poster proposes an enhanced IBN framework with a strong
security focus toward agentic AL. We address the architectural and
security requirements for a multi-agent intent-based system (IBS)
architecture, including a multi-domain IBN. We propose a
hierarchical multi-agent and multi-vendor architecture that can
also be applied more broadly in 6G architectures, and beyond
the security architecture proposed in MARE. The architecture
incorporates an interactive intent-processing pipeline using LLMs
and allows the IBS to connect to external security knowledge
bases, such as MITRE ATT&CK, MITRE FiGHT, and NIST.

I. INTRODUCTION

Next-generation mobile networks (6G and beyond) are
characterized by unprecedented complexity in infrastructure
management, rendering traditional approaches obsolete. The
intent-based networking (IBN) paradigm aims to address this
problem while still allowing the operator to express their needs
and goals [1]. In the EU project MARE, a novel Security
Plane is proposed that, in combination with IBN, enables the
operator to express high-level security goals. Large language
models (LLMs) have been successfully employed to translate
user intents into low-level actions [2]. One open challenge is
to understand how the emerging agentic Al can effectively
enhance an intent-based system (IBS) [3]. The requirement
for multi-domain interoperability and the need for agentic
intelligence to handle diverse technologies for autonomous

operations create a gap in the current proposed architectures [4].

Finally, what remains unaddressed are the evaluation metrics
for network management systems to provide insights and
explainability, covering both overall intent implementation
validity and individual decision points, e.g., which management
tools to deploy. Understanding how to secure the network
against external threats using IBN enhanced with agentic Al
is a novel and open area of research.

This work proposes an IBN-based architecture that leverages
LLMs and agentic Al to enhance 6G architecture security
capabilities, inherently integrating a novel Security Plane. The
system can be easily extended by third-party agent plugins, and
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Figure 1: High-level representation of a multi-agent intent-based security
framework and its connection with the infrastructure and external data
repositories.

the IBS can evolve its intent-mapping capabilities by connecting
to external security knowledge bases. In this paper, we try to
answer how a multi-domain, agentic IBN framework can be
designed to support security intents on multi-vendor networks
and how we can verify that the proposed architecture accurately
calls the proper methods and tools as defined by the intent,
and which performance metrics we should use to this end.

II. A MULTI-AGENT INTENT-BASED SECURITY FRAMEWORK

Fig. 1 depicts the proposed architecture, which is split into
four layers: graphical user interface (GUI), MARE Security
Plane, Sub-agents and Tools, and Infrastructure. The GUI layer
contains components that interface with the user, enabling
the user to enter intent in natural or controlled language. It
connects to the orchestrator agent (OA) via HTTP requests,
allowing integration of external tools.

The OA is the main block of this architecture, translating
high-level intents into actions that can be applied to the network
(as in [2]). The agent information repository (AIR) stores
information about the network topology, network security
functions, available agents and tools, how to call the agents
and tools (e.g., the function signature), and historical data
about previous decompositions. The OAs’ intelligent dispatcher



routes calls to the competent subordinate agent (SA). Each
Subordinate Agent,, with n € {1,---, N}, receives commands
from the OA and is in charge of deploying the actions (e.g.,
changing configurations or deploying new functions) within
the domain they can control. SAs could be placed either within
the MARE Security Plane or in external domains. In both
cases, agents should expose their interfaces to the OA. Those
agents can act within their domain using tools or delegate
tasks to Sub-agents. SAs can also perform tasks unrelated to
network control, for example, communicate with external data
sources (see Subordinate Agent,, on the right of Fig. 1). Finally,
the service assurance for intent-based networking (SAIN)
Architecture can optionally be integrated, providing service
assurance functions [5].

The Sub-agents and tools layer comprises a set of tools
that can provide network information, deploy network func-
tions (NFs), and reconfigure the network, or, optionally, be
organized as more elaborate security functions (SFs) that can
make low-level decisions. In both cases, they are controlled
by their respective SAs, which communicate with the tool via
dedicated model context protocol (MCP). The tools communi-
cate with the network element to be controlled via its specific
APIs or by using automation tools and libraries that provide
vendor-agnostic interfaces. The infrastructure layer comprises
the network elements controlled by agents and tools. These
elements can be physical or virtual network functions, as well
as the underlying infrastructure that supports them. Due to
the heterogeneity of the infrastructure, it is split into multiple
domains, each with its own set of tools and SAs.

The intent pipeline processing illustrated in Fig. 2 begins
when a user of another system sends the intent to the OAs.
Following, the OA classifies the intent and assesses whether
the OA can process it. Next, the alignment process transforms
the intent from a high-level description into a formalized
representation using a predefined data structure. The alignment
process that follows identifies whether any required information
is missing and employs a human-in-the-loop process to request
it. The next step is the Intent Refinement and Decomposition
phase, which derives low-level policies from the formalized
intent (referred to as definitive and imperative policies in [2]).
The two sets of policies specify what should be done in the
network to achieve the goals set by the intent. The policies
are then sent to the Policy Generation block, which uses data
from the AIR to map them into an action graph. Instead of the
progressive policy generation/execution loop proposed in [2],
we generate multiple policy sets that may fulfill the intent
to avoid multiple calls to the Policy Generator. The Agent
Mapping maps each low-level action from the graph to agents
capable of executing them in the network. As the last step,
the OA routes each function call to the agents assigned in the
previous step. The calls follow the execution order represented
in the graph, and the agents report the action’s results. If an
action fails to execute, the OA coordinates with the agents
to roll back any previously applied configuration and proceed
with the next set of actions generated by the Policy Generation
block.
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Figure 2: Intent pipeline processing, carried out by the Orchestrator Agent.
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III. IMPLEMENTATION

We developed the core modules of the functional multi-agent
IBS prototype depicted in Fig. 1, except the SAIN components.
The OA employs LLM models for intent classification, align-
ment, refinement, and decomposition, and is implemented using
the LangGraph framework. We tested the OA with models
of varying sizes (8B — 120B parameters), all of which had
reasoning capabilities. Since our initial goal is to evaluate
overall system performance, the SAs currently do not make
configuration changes on network devices; instead, they log
their actions. This logging allows us to assess whether the
actions were correctly routed to and received by the agent.

IV. CONCLUSION

This paper presents a novel IBN framework for managing
security mechanisms in 6G networks by integrating agentic
Al By aligning our framework with the Security Plane from
the EU project MARE, we offer a compelling solution for
managing the complex security aspects of mobile networks.
Preliminary results show that even small LLMs (e.g., OpenAl
04-mini) perform well when integrated with the proposed
architecture. The possibility of extending the framework with
new agents, running either on the owned infrastructure or in
external domains, makes it compatible with next-generation
network architectures, which will probably integrate networks
from multiple vendors and providers.

ACKNOWLEDGMENT

This work was partially supported by the MARE project
(Grant Agreement No. 101191436), under the Smart Networks
and Services Joint Undertaking (SNS JU) EU Horizon program.

REFERENCES

[1] A. Clemm, L. Ciavaglia, L. Z. Granville, and J. Tantsura, “Intent-Based
Networking - Concepts and Definitions,” RFC 9315, Oct. 2022.

[2] K. Dzeparoska, A. Tizghadam, and A. Leon-Garcia, “Emergence: An
intent fulfillment system,” IEEE Comm. Magazine, vol. 62, no. 6, pp.
3641, 2024.

[3] R. Zhang, G. Liu, Y. Liu, C. Zhao, J. Wang, Y. Xu, D. Niyato, J. Kang,

Y. Li, S. Mao, S. Sun, X. Shen, and D. I. Kim, “Toward edge general

intelligence with agentic ai and agentification: Concepts, technologies,

and future directions,” IEEE Comm. Surveys & Tutorials, vol. 28, pp.

4285-4318, 2026.

A. Leivadeas and M. Falkner, “A survey on intent-based networking,”

IEEE Comm. Surveys & Tutorials, vol. 25, no. 1, p. 651, 2022.

B. Claise, J. Quilbeuf, D. Lopez, D. Voyer, and T. Arumugam, “Service

assurance for intent-based networking architecture,” Internet Engineering

Task Force (IETF), RFC 9417, July 2023, informational RFC.

[4

[}

[5

—_



