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PoC Objective
Validate datasets, AI models, AI inference pipelines within the 

MARE security framework and returns an AI Trustworthiness 

Score. The solution embeds Subjective Logic (SL) into the AI 

pipeline to calculate an "epistemic awareness" metric, 

dynamically evaluating the reliability of telemetry data and 

the model's predictions.

Primary Objective
Compliant with the EU AI Act, GDPR, and NGMN Guidelines.

Data and Model Trustworthiness, Integrity, and Reliability.

Security Guarantee

Primarily showcasing DOTs (Hash Validation Pipeline, Data Sanitation 

Pipeline, Out-of-distribution Pipeline, Data Governance Questionnaire, 

NetFlow Collector, Trust Scoring Engine, ML Framework Base) and 

Security Functions (SFs) (Data Trustworthiness Assessment & Curation 

SF, Trust-Integrated AI Model SF), alongside integration with PASTE 

(Emulation environment).

MARE Contribution

Relevant AI/ML MITRE ATLAS Tactics: AML.T0020 
(Poison Training Data), AML.T0015 (Evade ML 
Model).

MITRE FiGHT Mapping

• Data corruption, sensor drift, or intentional adversarial 

injection.

• Downstream Model Degradation due to unverified, un-

scrubbed datasets.

• Adversarial threats targeting AI-driven components, 

specifically:

o Data poisoning attacks (injecting malicious data into 

training sets).

o Input manipulation/evasion attacks (crafting 

deceptive inputs during inference).

Attack Addressed
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Scenario & Use Case

6G network infrastructure 

emulation leveraging 

UERANSIM and Open5GS 

integrated directly into the 

PASTE emulation 

environment.

Infrastructure

Attacker: External/Internal 

adversary attempting to inject 

malicious data into datasets 

or manipulate live inputs.

Target: Legitimate 6G AI 

inference pipelines and ML 

Models.

Reconnaissance & Initial Access 

-> 2. Exploitation: Attacker injects 

malicious data into training sets 

(Data Poisoning) -> 3. Model is 

trained on compromised data -> 

4. Attacker crafts deceptive inputs 

during inference (Evasion) -> 5. 

Impact: The AI pipeline yields 

unreliable predictions and 

compromised decision-making.

Actors Attack Execution

Validation 

Environment:

Responsible 

Partners
Emulation
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Technical Solution
NetFlow Collector DOT

[Monitoring: Sniffs network interfaces, aggregates 

traffic into 5-tuple flows, and computes base 

statistical metadata.]

[Details: Python v3.9-slim, Scapy, Docker/Podman]

DOTs Developed/Deployed Security Functions Composed

1

Trust Scoring Engine DOT

[Assessment: Applies Subjective Logic heuristics to 

convert flow anomalies into an Input Trust Vector 

(Belief, Disbelief, Uncertainty).]

[Details: Python, FastAPI, Pydantic, Uvicorn]

2

Data Trustworthiness Assessment and 

Curation SF

[DOT-to-DOT chain: Raw Traffic -> NetFlow 

Collector DOT -> Trust Scoring Engine DOT. 

Outputs Trust-Annotated Data Streams.]

1

Trust-Integrated AI Model SF

[DOT-to-DOT chain: Trust-Annotated Data -> 

ML Framework Base DOT. Executes parallel 

trust propagation via PyTorch shadow 

graphs.]

2
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Technical Solution
ML Framework Base DOT

[Assessment: Executes AI inference while 

calculating prediction reliability via a "shadow" 

architecture.]

[Details: PyTorch (CUDA 11.7), NumPy, SciPy]

DOTs Developed/Deployed Security Functions Composed

1

[DOT Name, e.g. Traffic Anomaly Detector]

[Brief description - monitoring, assessment, 

enforcement?]

[Brief development details – python, tool etc]

2

[SF Name — e.g., Continuous Infrastructure 

Monitoring SF]

[DOT-to-DOT chain: DOT1 → DOT2 → 

DOT3. Describe data flow.]

1

[SF Name — e.g., Continuous Infrastructure 

Monitoring SF]

[DOT-to-DOT chain: DOT1 → DOT2 → 

DOT3. Describe data flow.]

2
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KPIs & Expected Results

Additional KPIs addressed by this PoC

[First key KPI] Threat 

Detection Accuracy: High 

accuracy in successfully 

identifying data poisoning 

attempts and 

evasive/manipulated inputs 

before they impact the AI 

pipeline.

[Second key KPI] Processing 

Latency / Overhead: Minimal 

performance overhead and 

delay introduced during AI 

inference by the parallel trust 

scoring and shadow graph 

calculations.

[Third key KPI] Time to Detect 

(TTD): Rapid detection time 

from the moment out-of-

distribution (OOD) data or 

anomalies are ingested to the 

generation of a trust 

degradation alert.

• List other KPIs here – for example:

• 90% Detection Accuracy

• 2 mins between detection and response
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Development & Initial Results
NetFlow Collector container and FastAPI-based Trust 

Scoring Engine delivered and operational.

Data Validation SF API endpoints (/generate, /verify, 

/outliers, /ood) fully implemented.

Core mathematical framework for AI inference 

containerized, effectively routing standard tensors and 

Subjective Logic opinions in parallel.

Implementation Actions

Python v3.9+, FastAPI, Uvicorn, Scapy, 

PyTorch (v2.0.1+ CUDA 11.7), NumPy, 

SciPy, pandas, scikit-learn, 

Podman/Docker.

Tools & Frameworks Used

The dual-path execution graph architectural 

requirement is fulfilled. The core mathematical 

framework accurately routes standard tensors 

and Subjective Logic opinions in parallel. The 

Trust Scoring Engine introduces a dynamic 

plugin architecture, allowing data scientists to 

swap trust-scoring heuristics without rebuilding 

the container.

Preliminary Results

Demonstration of network traffic capture 

being converted into Trust Vectors via the 

Trust Scoring Engine, parallel trust 

propagation using PyTorch shadow 

graphs.

Demo Highlights
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PoC Demo Video
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Future Work

⚫ [New SFs to be added in IT-2: Trust 

Plane Aggregation and Management 

SF, Model Validation SF, and 

Inference Validation SF]

⚫ [Improved Statistical Capabilities: 

Expanding the statistical capabilities 

of the NetFlow Collector]

⚫ [Broader testbed integration: 

Integrating DOTs directly into the 

PASTE emulation environment to 

score live UERANSIM/Open5GS 

traffic]

Technical Enchancements

In IT-2, the focus will be on fusing trust 

scores. We will implement the Local 

Trust Agent DOT to fuse unaggregated 

trust scores outputted by the current 

framework into a single Local Trust 

Opinion. This will then be integrated 

with upstream federated learning 

components (Central Trust Assessment 

Agent). Furthermore, the Model 

Validation SF and Inference Validation 

SF will be fully developed and 

deployed.

Iteration 2 Details

• For Iteration 1 here
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Thank you
Follow us

#MARE6G_EU

@MARE_EUProject

@MARE_EUProject

@MARE_EUProject@eupolicy.social

@MARE_EUProject

https://www.linkedin.com/company/μαre/about/?viewAsMember=true
https://x.com/MARE_EUProject
https://www.youtube.com/@MARE_EUProject
https://eupolicy.social/@MARE_EUProject
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